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ABSTRACT

Estimating a Cardinal Attribute from 

Ordered Categorical Responses Subject to Noise

This paper presents an estimate of the distribution of relative risk tolerance—a preference
parameter quantifying individuals' behavior toward risk.  The estimate is based on a new survey question
about gambles over lifetime income.  The preference parameter is treated as a latent variable subject to
error; responses to the survey are modeled as depending on whether this latent variable falls within certain
bounds.  In contrast to the standard discrete choice model, the latent variable and the bounds have a
cardinal interpretation.  Moreover, for a subset of survey respondents, the survey questions are answered
twice.  This structure allows identification of the mean and variance of the preference parameter and the
variance of the noise.
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1. Introduction

Although most individuals have low tolerance for risk, there are substantial differences in

individuals' willingness to bear risk.  This heterogeneity in risk preference is important for understanding

many aspects of behavior, such as the demand for risky financial assets, decisions about saving and labor

supply, and individuals' responses to health risks.  But when such behavior is studied using data on

individuals, it is usually difficult or impossible to take into account how attitudes toward risk might differ

across individuals.  To address this problem of measuring differences in preferences across individuals, we

have developed a survey-based estimate of risk tolerance.  

We model individuals' risk preference as “relative risk tolerance”—a cardinal preference parameter

derived from a model of economic decisionmaking.  This cardinal preference parameter has a quantitative

interpretation and can be compared across individuals.  We estimate an individual's preference parameter

based on his or her response to the survey question.  In contrast to survey questions that ask individuals to

give a qualitative ranking (e.g. would an individual take “minimal,” “moderate,” or “substantial” gambles),

our survey question asks about quantitative gambles over lifetime income.  

We present a statistical model that confronts two problems with the survey responses.  First, the

survey responses imply a range instead of a point value for the preference parameter.  Second, the survey

responses are likely to be subject to error.  The statistical model is similar to an ordered probit where

relative risk tolerance is treated as a latent variable.  Yet, owing to the cardinality of relative risk tolerance,

its mean and variance are identified.  We are able to address the problem of noise in the survey responses

because a subset of the respondents answered the question in two waves of the survey.

While this paper concerns estimating the distribution of risk preference, its model can be applied in

a wide range of other settings.  The procedure can be used to estimate the distribution of other preference

parameters such as labor supply elasticities and rates of time preferences.  Moreover, the model can be
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     The Health and Retirement Survey is a large-scale survey of older Americans.  It is designed for the1

study of issues relating to health, labor supply and retirement, saving and wealth-holding, and the
interaction among these issues.  Wave 1 of the survey, which has more than 12,000 respondents, was
conducted in face-to-face interviews.  The respondents were drawn from a random sample of the U.S.
households headed by individuals at least 55 years of age.  The HRS is a panel data set, with two years
between waves.

Wave 1 took approximately two hours to complete.  Respondents were paid for their participation. 
Wave 1 is in public release.  Data are available through an Internet site, http://www.umich.edu/~hrswww/. 
Wave 2 is in alpha release.  See the Internet site for further description of the survey and for other research
using it.

applied more generally to questions where individuals or firms are asked to give responses in the form of

ranges.  For example, survey questions concerning wealth and income often ask individuals whether these

amounts fall within specified ranges.  Similarly, firms are often asked to classify themselves according to

size classes (1-5 employees, 5-25 employees, etc.).  

The plan of the paper is as follows.  In Section 2, we will describe the survey questions and the

economic model which we use to interpret them.  In Section 3, we describe the statistical model for

analyzing the survey responses.  In Section 4, we report the results of the risk preference survey.  In

Section 5, we offer conclusions.  

2. Measuring Risk Preference

2.1. The Survey Questions  

On Wave 1 and Wave 2 of the Health and Retirement Survey, we included questions about the

survey respondents' willingness to accept hypothetical gambles over lifetime income.   In particular, they1

were asked about gambles in which they had a 50 percent chance of doubling their lifetime income and a 50

percent chance of cutting their lifetime income by a specified fraction.  By asking the survey respondents

about various fractions, we are able to classify them by their risk tolerance.  Those willing to accept

gambles with greater downside risk have greater risk tolerance.  
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     These are questions L14, L14a, and L14b on Wave 1 of the HRS.  In the code book, they are variables2

V5122 and V5123.

     These question are coded as V501 through V505 of the alpha release of Module 0 of the HRS, Wave 2.3

The precise wording of the question is as follows:2

Suppose that you are the only income earner in the family, and you have a good job
guaranteed to give you your current (family) income every year for life.  You are given the
opportunity to take a new and equally good job, with a 50-50 chance it will double your
(family) income and a 50-50 chance that it will cut your (family) income by a third. 
Would you take the new job?

If the answer to the first question is yes, the interviewer continues:

Suppose the chances were 50-50 that it would double your (family)  income, and 50-50
that it would cut it in half.  Would you still take the new job?

If the answer to the first question is no, the interviewer continues:

Suppose the chances were 50-50 that it would double your (family) income and 50-50 that
it would cut it by 20 percent.  Would you then take the new job?

The questions separate the respondents into four distinct risk preference categories, depending on the

answers to two questions.  On Wave 2 of the survey, a subset of the respondents were asked these

questions again.  Additionally, the Wave 2 respondents were asked to further refine their responses.   If3

they rejected both the gambles with double versus a downside risk of one-third and with double versus a

downside risk of one-fifth, they were asked if they would accept a gamble with a downside risk of one-

tenth.  If they accepted both the downside risk of one-third and of one-half, they were asked if they would

accept a gamble with a downside risk of two-thirds.  Hence, the Wave 2 responses separate individuals into

six categories.  Table 1 summarizes the ranges of gambles that the survey respondents could elect.  The

ranges are exhaustive of all possible downside risks and are nonoverlapping.
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(2.1)

(2.2)

2.2. The Behavioral Model

The categorical responses to the survey questions rank individuals according to their risk

tolerances.  We now present an economic model that uses these responses to yield a cardinal preference

parameter.  Let  be an individual's original lifetime income and U be that individual's quasi-concave

utility function over lifetime income.  The survey questions offer 50-50 gambles of doubling lifetime

income or cutting it by various fractions � .  The individual maximizing expected utility will accept thei

gamble if its expected utility exceeds receiving  with certainty; that is, if

The greater the curvature of U, the smaller the downside gamble �  an individual will be willing to accept.i

By offering the various gambles and seeing which an individual will accept or reject, we can divide

individuals into groups ranked by their risk tolerance.  While these categorical responses can be used to

study individual behavior, it is often convenient to translate them into a preference parameter.  Moveover,

as we show in this paper, by assuming a parametric form for the utility function that underlies the risk

preference and a form for the distribution of the preference parameter, much progress can be made in

quantifying the distribution of preferences.  To these ends, we will assume that individuals' utility functions

can be approximated as having constant relative risk aversion, but with a potentially different value of

relative risk aversion for each individual.  The constant relative risk aversion utility function has the form

where W is an individual's lifetime income.  The parameter � = -(U''/W·U') is the coefficient of relative risk

tolerance.  We focus on relative risk tolerance � rather than relative risk aversion 1/� because relative risk

tolerance is linearly related to demand for risky financial assets.  See Breeden (1979). 

Under the constant relative risk tolerance functional form, preferences about gambles � can be

translated into the preference parameter �.  If an individual is indifferent to the gamble �, equation (2.1)

will hold with equality.  Substituting the utility function (2.2) yields
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     For the case of � = 1, U(W) = log(W).  In this case, equation (2.3) reduces to log(2) + log(�) = 0, so �4

= 0.5.

(2.3)
The constant relative risk tolerance assumption leads the initial level of wealth to drop out of the equation.  4

For a given �, equation (2.3) can be solved for the value of relative risk tolerance � that would make an

individual indifferent between the gamble and the certain lifetime income.  

The survey instrument determines an individual's responses about only a discrete set of gambles �. 

The survey divides respondents into four categories ranked by risk tolerance for Wave 1 (I, II, III, and IV)

and six categories for Wave 2 (Ia, Ib, II, III, IVa, and IVb).  These responses bound the coefficient of

relative risk tolerance.  Table 1 shows the lower and upper bounds of relative risk tolerance.

3. Statistical Model  

Individuals' preferences and behaviors can be analyzed based on these categories for risk tolerance. 

For example, if we know for certain that an individual is in category II, we know his or her relative risk

tolerance is between 0.27 and 0.5.  Additionally, we know this individual is more risk tolerant than

individuals in category I and less risk tolerant than those in categories III and IV.  For certain applications,

the assignment of individuals to the risk tolerance categories might be sufficient.  For example, the

frequency distribution of responses could be reported to summarize the magnitude and dispersion of risk

tolerance.  Moreover, the categorical responses can be related to other variables, either by cross tabulation

or by including dummy variables for the categorical responses in a multivariate regression.

There are, however, serious limits on the usefulness of the categorical responses.  First, the

frequency distribution of the categorical responses is not sufficient for calculating even an estimate of the

population mean of the level of relative risk tolerance.  Information about the distribution of relative risk

tolerance within a category is needed for such a calculation.  Second, it is often convenient to have a point

estimate of individuals' relative risk tolerance instead of either a categorical response or a range of possible

parameter values.  Third, the categorical responses are ranked by relative risk tolerance.  This information
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(3.1)

(3.2)

(3.3)

should be used in the analysis.  Finally, the survey responses are likely to be subject to noise.  Hence,

treating the categorical responses as a true measure can lead to misleading or incorrect results.  

Our statistical model attempts to address these issues.  We assume that the individual's discrete

answers to the survey questions are determined by the realized value of his or her preference parameter plus

a random disturbance.  Denote the level of an individual's relative risk tolerance as .  While the level of

relative risk tolerance is the relevant parameter for behavior, it is more natural to model the logarithm of

relative risk tolerance for statistical analysis.  We denote the logarithm of relative risk tolerance as

. 

We do not observe the true value of this parameter.  Instead, we observe the survey respondent's

response to our questions, which we assume is based on the true parameter plus noise.  In particular,

consider a variable 

that is, the logarithm of an individual's risk tolerance plus an error �  associated with the individualsnk

response to wave k of the survey.  We model this response as a set of dummy variables defined as follows:

where

are the possible responses to Wave 1 and Wave 2 and where B and  are the lower and upper bounds ofi

the ranges of log relative risk tolerance for each categorical response i.  The bounds are the logarithms of

the values in the last two columns of Table 1.

This statistical model has a similar structure to a multinomial discrete choice model, such as the

ordered probit.  [See McKelvey and Zovoina (1975).]  The observed indicator variable Z is determined by

the value of an unobserved variable relative to bounds B.  But our model differs from the standard model in

several respects.  In our model, the underlying unobserved variable—log relative risk tolerance—has a

cardinal interpretation.  Moreover, the bounds B are also fixed numbers determined by the design of the

survey.  In the standard discrete choice model, the unobserved variable and the bounds have only an ordinal

interpretation.  Consequently, in the standard model, the variance of the unobserved variable is
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     Stewart (1983), Ham and Hsiao (1984), and Stern (1991) present estimators for regression models5

where the dependent variable is a categorical variable depending on whether a latent variable falls within a
known range.  These statistical models are similar to ours, although they assume no noise in the assignment
of the categories.    

     This noise in preference parameters would presumably not affect most behaviors to the extent that they6

are based on the average value rather than the realization at a particular time.

     If we had only two categories (divided by one cutoff) we could not identify any variances.  Nor could7

we identify the mean except in very special cases. 

uninteresting and unidentified.  In our model, the variance of the unobserved model is of considerable

interest and, owing to the cardinality of the unobserved variable, potentially identified.5

There are several possible stories about the underlying behavior of the survey respondents that

correspond to this statistical model.  First, �  could be a temporary, idiosyncratic component of thenk

individual's true risk tolerance.  On the day that the individual responds to wave k of the survey, he or she

might feel more or less risk tolerant than average and answer accordingly.   Second, a survey respondent6

might have log risk tolerance that is invariant across time, but there might be noise in how he or she

responds to questions.  In particular, a respondent must implicitly calculate the solution to equation (2.3). 

Independent, additive errors in calculating the bounds B  would be observationally equivalent to noise ini

preferences.

We want to be able to identify and then estimate the parameters of the distribution of log relative

risk tolerance x and of the noise �.  With knowledge of these parameters, we will be able to address the

issues raised at the beginning of this section.  Identification comes from assumptions about the distribution

of the unobserved variables, from the multiple, ordered categories with known cardinal cutoffs, and from

information obtained by repeated administration of the survey questions to a subset of the respondents.7

We suppose that relative risk tolerance � has a lognormal distribution in the population of

respondents.  Hence, x and (by further assumption) � are distributed normally.  The lognormal functional

form has several advantages.  First, it imposes the restriction that relative risk tolerance is nonnegative. 

Second, it is parsimonious and computationally simple.  Third, we are able to use the moment generating
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(3.4)

(3.5)

function of the normal to calculate analytically the expectation of � = exp(x).  Finally, the lognormal

appears to fit the data well.  It can capture the fact that the modal value of relative risk tolerance is close to

zero, but that a substantial fraction of individuals have higher risk tolerance.

With a data set containing only one observation per individual, the parameters of interest are not

identified.  With such a data set, we can identify the mean and variance of y = x + �, the sum of true log

risk tolerance and the noise, but not the variance of x and � separately.  Because the noise � is assumed to

have a zero mean,

is identified in a cross-section of data.  But the mean of the level of relative risk tolerance � = exp(x) is the

coefficient of interest for most applications.  Under the lognormality assumption, the expectation of �

depends on , the variance of x; that is,

Hence, we cannot estimate even the mean of the preference parameter � without an estimate of the variance

parameter of x.

We can use the panel structure of our survey to overcome this identification problem.  To date, two

waves of the Health and Retirement Survey have been administered approximately two years apart.  All

respondents were asked the risk tolerance questions on the first wave.  A subset were asked the same

questions with the added choices of downside risk described above.  Having multiple observations on a

single individual allows us to separately identify the parameters of the distribution of true relative risk

tolerance and of the noise.

We have three types of respondents: those who answered only Wave 1, those who answered only

Wave 2, and those who answered both Wave 1 and Wave 2.

Let N  be the set of respondents who answered only Wave 1, N  be the set who answered only Wave 2, and1 2

N  be the set who answered both.  Given the statistical model outlined above, the log likelihood for our12

data has three pieces associated with these three sets.  Denote the standard univariate normal cumulative

distribution function as 0(y ).  The portion of the log likelihood for those individuals responding to onlyk

Wave 1 is
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(3.6)

(3.7)

(3.8)(3.9)

(3.10)

(3.11)

and the portion for those responding to only Wave 2 is

where I  and I  are the possible survey responses [equation (3.3)].1 2

The likelihood for the observations corresponding to individuals who answered the questions in

both waves is somewhat more complicated.  Consider an individual with values (y ,y ) of the latent1 2

variables in the two waves.  These observations will lie within one of the 24 rectangles defined by the

bounds B and  for the two waves.  Denote the standard bivariate normal distribution function with

correlation '  as (y ,y ,' ).  The probability of being in this rectangle is12 1 2 12

The portion of the log likelihood corresponding to the respondents who answered both Wave 1 and Wave 2

is

The log likelihood to be maximized is the sum of the three portions,

Our baseline statistical model has three structural parameters:  

µ  = E(x), the mean of log relative risk tolerance,

)  = var(x), its variance, andx
2

)  = var(� ), the variance of the noise.
� k
2

The mean of the noise is zero by assumption.  The parameters of the likelihood can be expressed in terms

of the structural parameters.  In particular, 

With two observations per individual, this model is overidentified.  As a test of the specification, we present

estimates of several parameterizations of the model, each involving the estimation of additional parameters. 

First, we allow the mean of log relative risk tolerance to differ for the two waves; i.e., µ  = E(x ) and µ  =1 1 2

E(x ).  This parameterization allows for the possibility that risk tolerance drifts up or down with age. 2

Second, we allow the variance of the noise to differ across the two administrations of the survey; i.e.,  =
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     In this case, the parameters of the likelihood are , , and8

.

     Some interesting specifications that involve only one parameter in addition to the three parameters of9

the baseline model are unidentified.  In particular, allowing either correlation of �  and �  or correlation of1 2

x and � makes )  and )  unidentified. x �

     There are 12,652 respondents to Wave 1, so 945 (7.5 percent) failed to respond to the risk tolerance10

questions.

     Tables 2-A and 2-B include overlapping observations; i.e., they include the 711 respondents shown in11

Table 2-C who responded to both waves.

var(� ) and  = var(� ).   The variance might go down because the respondents have more experience1 2
8

responding to survey questions, or it might go up as they age.  Moreover, the first wave was administered

in person while the second wave was administered over the phone.  In addition to testing against these

particular alternatives, estimating these additional parameters serves as a check on the overidentification

and stability of our baseline specification.9

4. Estimated Distribution of Preference Parameters

Our risk tolerance questions were included as part of the main survey instrument on Wave 1 of the

Health and Retirement Survey.  This yielded 11,707 individual responses.   The distribution of the10,11

responses is given in Table 2-A.  Almost two-thirds of the respondents fall into the least risk tolerant

category I.  The remaining one-third of the respondents divide roughly equally among the categories II, III,

and IV.

Our risk tolerance questions were also asked of a randomly selected subset of respondents on

Wave 2 of the survey.  Wave 2 yielded responses for 788 individuals, 717 of whom responded also to

Wave 1 and 71 of whom responded only to Wave 2.  The questions asked on Wave 2 were the same as on

Wave 1, except that additional questions were asked so that we could subdivide the least risk tolerant and

most risk tolerant respondents.  (See above and Table 1.)  Table 2-B shows the distribution of responses to
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     The Survey of Consumer Finances (SCF) also asks a question meant to elicit a measure of risk12

preference.  In particular, respondents are asked about their willingness to take financial risks with their
savings or investments.  They are asked if, "in expectation of commensurate returns," they are willing to
take "substantial," "above average," or "average" financial risks, or if they are "not willing to take any
financial risks."  The 1983 and 1989 SCF is a panel data set.  More than 1,300 individuals responded to
the risk tolerance question in both the 1983 and 1989 waves of the SCF.  See Kennickell and Starr-
McCluer (1995) for a description of the 1983/1989 SCF panel and Starr-McCluer (1995) for an analysis
of the risk preference measures.   The picture of the distribution of risk preference that emerges from the
SCF is quite similar to what we find in the HRS.  Of the SCF respondents, 47.8 percent would take no
risks, 38.7 would take average risks, 8.9 would take above average risks, and 4.7 would take substantial
risks.

     When the responses are given the scores 1 through 4 for Wave 1 and 1 through 6 for Wave 2, the13

simple correlation is 0.275.  If the SCF responses are given scores 1 through 4, the correlation of responses
across waves is 0.38.  Because the SCF questions have no underlying cardinal index of risk tolerance, we
cannot apply our statistical model to these data.  

Wave 2.  The distribution is quite similar to that on Wave 1.  Sixty-two percent of the respondents fall into

the least risk tolerant category I.  More than 70 percent of those respondents chose the least risk tolerant

subcategory Ia.  The other categories again received roughly equal numbers of responses.12

Table 2-C and Table 2-D show the joint distribution of the 717 respondents who answered the

questions on both Wave 1 and Wave 2 of the survey.  Table 2-C gives the overall percentages, and Table

2-D gives the column percentages, with responses Ia or Ib and IVa or IVb of Wave 2 aggregated.  The

correlation of responses across Wave 1 and Wave 2 is hardly perfect, but there is a substantial, positive

correlation.  The rank correlation of the responses across waves is 0.248.   The  test for the13

hypothesis that the rows and columns of Table 2-C are independent is 72.8, which strongly rejects the null

of independence.  

4.1. Maximum Likelihood Parameter Estimates

Table 3 shows the maximum likelihood estimates of the structural parameters.  Column (i) shows

the estimates of our baseline model.  The next columns show the estimates when we relax the restrictions

that the mean and variances are constant across waves of the survey.  Relaxing the restrictions makes little

difference in either the parameter estimates or the log likelihood.  The likelihood ratio statistics for the
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estimates in columns (ii), (iii), and (iv) versus those of the baseline model in column (i) fail to reject the

restrictions of the baseline model.  The likelihood is virtually identical whether or not the mean of x (µ) is

restricted to be equal across waves.  Although the likelihood increases somewhat when the variances of �

are allowed to differ across waves, the increase is neither quantitatively important nor statistically

significant.  Hence, for the remainder of the paper, we restrict our attention to the baseline specification in

column (i).

The estimates imply that, although the variance of the noise exceeds the variance of the true

parameter, there is yet a fairly strong signal in the survey responses.  The correlation across waves of the

latent variables y  and y  is 0.36, which is equal to the fraction of the total variance of the latent variable y1 2

due to true log relative risk tolerance x.  The correlation of x and y is 0.60.

Most economic analyses focus on the level, rather than the logarithm, of the coefficient of relative

risk tolerance �.  Table 4 shows estimates of various parameters of the distribution of relative risk

tolerance based on our baseline estimates shown in column (i) of Table 3.  The estimated mean of relative

risk tolerance is 0.24, the estimated median is 0.14, and the estimated mode is 0.05.  These distributional

parameters indicate that the bulk of respondents have very low risk tolerance.  Yet, there are enough

respondents with relatively high risk tolerance to pull the mean substantially above the mode.

Heterogeneity in risk tolerance is also substantial.  The standard deviation is 0.33.  Twenty-five

percent of respondents are estimated to have risk tolerance greater than or equal to 0.28, and 10 percent

have risk tolerance greater than 0.53.  Yet, virtually no respondents have risk tolerance as high as one

(logarithmic utility).

Ignoring the noise in the survey responses that our statistical procedure has revealed can lead to

faulty inferences and biased estimates.  Suppose, for example, that data were available on only the first

wave of the HRS.  In that case, the expectation and variance of y, the latent variable, would be identified,

but the variance of the true value x and of the noise � could not be separated.  If the possibility of a

nonzero error variance is overlooked, the heterogeneity of risk preferences would be overstated.  But more
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     To define the region corresponding to response IV, which has no upper bound, the range of relative14

risk tolerance is truncated at 1.5.  This truncation is for purposes of this figure only.  It plays no role in any
of the calculations in this paper.

importantly, the mean of risk tolerance would be overstated.  For the lognormal, E(�) = exp(µ + ), so

overstating the variance will also lead to overstating the mean.  This effect is not limited to the lognormal

specification.  Given the nonnegativity of risk tolerance, noise will in general shift the mean of the

distribution of exp(y) to the right.

Figure 1 graphs the empirical distribution of the survey responses and the fitted lognormal

distributions of relative risk tolerance.  The solid line is the empirical distribution of the discrete responses

to Wave 1.  The values of relative risk tolerance for the discrete empirical distribution are taken from Table

1.   The solid curve is the fitted lognormal distribution of the true value of the preference parameter exp(x)14

= �.  The dashed curve is the fitted lognormal distribution of the exp(y), the true parameter plus the noise. 

In effect, the distribution of exp(y) is the lognormal representation of the discrete distribution.  Note how

the distribution of the true parameter � moves mass away from the extremes relative to the distribution of

exp(y).

4.2. Risk Tolerance, Risk Aversion, and Jensen's Inequality

For many applications—notably demand for risky assets—relative risk tolerance � is the relevant

preference parameter.  [See Breeden (1979) and Barsky et al (1995).]  But in other applications, its

reciprocal 1/�, relative risk aversion, might be the parameter of interest.  When preferences are

heterogeneous across individuals, the reciprocal of average relative risk tolerance is not equal to the

average of its reciprocal.  The last column of Table 4 gives the parameters and fractiles of the distribution

of relative risk aversion.  For our parameter estimates, average relative risk tolerance, E(�) = exp(µ +

), is 0.24.  The estimated average of relative risk aversion, E( ) = exp(-µ + ), is 12.1, which is
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(4.3)

far greater than 1/0.24 = 4.2.  This difference between the expectation of a reciprocal and the reciprocal of

the expectation is a powerful example of Jensen's inequality.  Jensen's inequality gets its bite in this

application from the substantial heterogeneity in preference, the concavity of the 1/� function, and the fact

that most of the mass of the probability density is concentrated near zero, where the function 1/� is most

curved.

4.3. Imputing Risk Preference Parameters to Individuals

The results shown in Tables 3 and 4 characterize the distribution across individuals of relative risk

tolerance.  In this section, we present estimates of the expectation of an individual's relative risk tolerance

conditional on his or her response to the survey.  We show how to use the moment generating function of

the underlying normal distributions of true log relative risk tolerance x and the latent variable y to calculate

the conditional expectation of the variable of interest, � = exp(x).

Under our baseline statistical model, x and y have a bivariate normal distribution with E(x) = E(y)

= µ, var(x) = , var(y) , and cov(y,x) = .  The moments of x conditional on y are

The moment generating function for x conditional on y is then

Evaluating this expression at t = 1 gives E(�
y) = E(e
y).  Hence,  the conditional expectation of the levelx

of relative risk tolerance is given by

If we were to observe y, we could use equation (4.3) to impute values of � for individuals.  We do

not, however, observe y, but instead we observe whether y is within an interval .  Hence, we

need to integrate equation (4.3) over this interval.  The expectation of relative risk tolerance conditional on

survey response i is
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     This formula generalizes to the case where Y is a K-tuple of latent variables, 6 is a K × K matrix with15

 on the diagonal and  off the diagonal, and 
 and  are K-vectors.

(4.4)
(4.5)

(4.6)

(4.7)

(4.8)

This equation can be rearranged to yield

That is, equation (4.5) gives the expectation of � = exp(x) given that survey response i is the unconditional

expectation of exp(x), namely,  times the ratio of two truncated normals.  

This equation is straightforward to generalize to the case where there are two survey responses for

a given individual.  Define the rectangle R  as the region corresponding to responses y  and y  to Waves 1ij 1 2

and 2 of the survey,

Denote the variance of Y = (y ,y ) as the matrix 6 and the covariance of x and Y as the vector 
.  In the1 2

baseline model,

The expectation of � given an individual's response on both waves is then

where  is the vector .15

For each of the responses, we evaluate equation (4.5) by integrating over the bounds shown in the

last two columns of Table 1 and by using the estimated parameters shown in column (i) of Table 3.  Table

5-A shows the expectations given the responses to the questions in Wave 1.  Similarly, Table 5-B evaluates

the expression for the bounds for the Wave 2 responses,  and Table 5-C evaluates equation (4.8) for the

joint responses to Wave 1 and Wave 2.

The expectation of relative risk tolerance conditional on giving the least risk tolerant response to

the Wave 1 questions—that is, rejecting the gamble with downside income of four-fifths of initial

income—is 0.15.  The range of relative risk tolerance corresponding to those preferences is from 0 to 0.27. 

Hence, the expected value of this response lies slightly higher than the center of the range.  For the more

risk tolerant responses, the expectation of relative risk tolerance is substantially lower than the center of the
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     There are similar shifts reported in Table 5-B in the conditional expectation relative to the subranges16

Ia, Ib, IVa, and IVb for the responses to Wave 2.  The extreme responses to Wave 2—either Ia or Ib—lead
to assignments of relative risk tolerance that differ sharply from the adjacent responses.

     Table 4-D aggregates responses IVa and IVb to Wave 2 for direct comparability with the Wave 117

categories.  Of those giving response IV to both waves, more than two-thirds chose IVa as opposed to IVb
in Wave 2.  (See Table 2-C.)

range.  For response II (accept the four-fifths gamble but reject the two-thirds gamble), the conditional

expectation of relative risk tolerance lies at the low end of the range from 0.27 to 0.5.  For response III

(accept the two-thirds gamble but reject the one-half gamble), the conditional expectation of 0.35 is lower

than the range from 0.5 to 1.0.  Likewise, for response IV (accept the one-half gamble), the conditional

expectation of 0.57 is lower than 1.0, the lower bound of the range.   16

The shift of the conditional expectation toward the unconditional mean of 0.24 (up for response I,

down for responses II, III, and IV) is a powerful illustration of the impact of taking into account noise in

the survey responses.  In particular, individuals who give highly risk tolerant responses have a substantial

probability of giving a less risk tolerant response in a subsequent administration of the survey.  Table 2-D

shows the distribution of responses to the Wave 2 questions conditional on Wave 1 responses.  For

example, of those giving response IV on Wave 1, 36.8 percent give response I on Wave 2, 14.9 percent

give response II, 19.5 percent give response III, and only 28.7 percent again give response IV.   Equation17

(4.5) shows how—for those who responded on only one wave—to take into account this tendency of

respondents to switch their answer across waves.  Although the instability of responses across waves

causes us to impute values that tend toward the mean, there is still substantial variation in the imputed

values.

For individuals who responded to both waves, we can use both responses to get a sharper estimate

of their relative risk tolerances.  Table 5-C shows the expectation of relative risk tolerance conditional on

the joint responses to Wave 1 and Wave 2.  Based on the two responses, the range of imputed values of

relative risk tolerance widens substantially.  For those declining all gambles on both waves, the imputed

relative risk tolerance is 0.098.  For those accepting all gambles on both waves, the imputed relative risk
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     The conditional expectation of the reciprocal of relative risk tolerance is given by equations similar to18

(4.5) and (4.8).  

tolerance is 1.205.  When individuals give different responses across waves, the imputations are adjusted

accordingly.

The imputed values are of interest in themselves because they convey an  estimate of the

distribution of preference parameters based on survey measures free from the bias induced by measurement

error.  Additionally, failure to take into account the noise in measuring risk tolerance can lead to faulty

inferences.  Using our imputed values of risk tolerance allows for unbiased estimation of the models

relating behaviors and relative risk tolerance.18

5. Conclusion

In this paper, we show how to calculate the distribution of relative risk tolerance based on

individuals' responses to survey questions about their willingness to accept gambles over their lifetime

income.  Because some individuals responded to the risk tolerance questions on two waves of the survey,

we can separately identify the distributions of true relative risk tolerance and of the noise.  Our statistical

model involves a latent variable equal to the logarithm of true risk tolerance plus the noise.  Our estimates

imply a signal-to-noise ratio of 36 percent.  Hence, although there is substantial signal in the survey

response, failure to take noise into account would lead to faulty inferences about the distribution of

preference parameters.

We find that the average level of relative risk tolerance is 0.24.  Moreover, there is substantial

heterogeneity in risk preference.  The standard deviation of relative risk tolerance across individuals is

0.33.  This heterogeneity means that care must be taken in constructing representative agent models or in

calculating the average of preference parameters.  For example, because of the heterogeneity, average

relative risk aversion is substantially greater than the reciprocal of average relative risk aversion.  

The statistical model could have wide application to analyzing surveys where responses are
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expressed in terms of ranges. In most cases, a design that yields ordered categorical responses arises from

the difficulty of eliciting answers about the underlying continuous latent variable.  For example, in

designing the risk tolerance questions, we believed that respondents were better able to give an accept/reject

answer to a particular gamble than to give us the fraction � at which they were indifferent to the gamble. 

Similarly, in the Asset and Health Dynamics Among the Oldest Old (AHEAD) survey, respondents are

asked to give ranges for their total annual consumption after pretesting found that respondents had

substantial difficulty in giving a precise number for consumption.  In many other instances, such as wealth

and income questions on the HRS, ranges are asked for only after the respondent has first expressed

unwillingness or inability to give a precise value.  [See Hill, Heeringa and Howell (1995).]  

The key elements needed in order to use our approach are a latent variable with a cardinal

interpretation and multiple (three or more) categories corresponding to cardinal ranges for the latent

variable.  These two elements are, in principle, enough to allow the basic technique to be used.  In practice,

the considerations that drove the designers of a survey to use ranges rather than precise values often imply

the existence of substantial noise.  In such instances, repeated observations on at least a subset of

observational units allows one to effectively model and deal with such noise. 
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